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Abstract

Computer graphics is ostensibly based on projective geometry. The graphics pipeline—the sequence
of functions applied to 3D geometric primitives to determine a 2D image—is described in the graphics
literature as taking the primitives from Euclidean to projective space, and then back to Euclidean space.

This is a weak foundation for computer graphics. An instructor is at a loss: one day entering the
classroom and invoking the established and venerable theory of projective geometry while asserting
that projective spaces are not separable, and then entering the classroom the following week to tell
the students that the standard graphics pipeline performs clipping not in Euclidean, but in projective
space—precisely the operation (deciding sidedness, which depends on separability) that was deemed
nonsensical.

But there is no need to present Blinn and Newell’s algorithm [4, 24]—the crucial clipping step in the
graphics pipeline and, perhaps, the most original knowledge a student learns in a fourth-year computer
graphics class—as a clever trick that just works. Jorge Stolfi described in 1991 oriented projective geo-
metry. By declaring the two vectors (x, y, z, w)T and (−x,−y,−z,−w)T distinct, Blinn and Newell
were already unknowingly working in oriented projective space. This paper presents the graphics pipe-
line on this stronger foundation.

1 Introduction

Graphics textbooks describe the data types of computer graphics as those of projective geometry: The
homogeneous coordinates [21, 20, 19, 14, 3, 5, 16] of a point and of a plane as well as the transformation
matrices are vectors and matrices interpreted in projective geometry [8].

Yet single-elliptic, or projective, geometry [22] cannot explain how clipping can be performed. Double-
elliptic [17], or oriented projective [23], geometry is the right foundation. This paper describes the graphics
pipeline as a set of functions in oriented projective space and shows the benefits of assuming that the image
consists of two, not one, projection planes. An important objective is to be able to talk sensibly about the
objects that are in front of the observer and those that are behind the observer [11]. The paper shows that
projection on a double-sided image plane brings us to that objective.

Points in front of the observer project to one side of the projection plane and points behind the observer
project to the other. Either projective or oriented projective geometry is a suitable foundation for the graphics
pipeline, but only the latter can explain how clipping can be performed while distinguishing between two
points the coordinates of which differ by a sign. Those with w > 0 lie on the front side of the projection
plane and those with w < 0 lie on the back side. By adopting the oriented projective geometry model, it is
no longer necessary to append a flag to a segment to identify whether it is an internal (entirely affine) or an
external (one that includes a point at infinity) segment [4]. The segment includes a point at infinity only if
the w-coordinates of its two endpoints have different signs.
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2 A Refined Drawing of the Graphics Pipeline in a Passage through Projec-
tive Geometry

M V P −w −zclip

Figure 1: The standard drawing of the
classical graphics pipeline shows the pipe-
line as a sequence of typeless 4× 4 trans-
formation matrices.

We start by suggesting an alternative drawing of the graphics
pipeline. The classical graphics pipeline, illustrated in Figure 1,
is drawn such that the mapping functions, or 4×4 matrices, take
the stage. Each function is drawn inside a box and the boxes
are connected using line segments and arrows to indicate the
direction of data flow [16, p. 371].

Even though the matrices remain at the outset typeless, they
are implicitly interpreted as transformations in projective geo-
metry. M , V , and P are the modeling, viewing, and perspective transformation, −w is the division by w,
and −z is the orthogonal projection on the xy-plane.

Such a block diagram is perfect as a hardware abstraction, but a block diagram that stresses the func-
tions rather than the data also leaves implicit the type of the data. The algebra of operations on 4×1-vectors
and 4 × 4-matrices affords several distinct interpretations. Four of these interpretations are in the four ge-
ometries: Euclidean, spherical, projective, and oriented projective [10]. In Euclidean geometry, perspective
transformations are disallowed and two matrices capture the same transformation if one is a positive or neg-
ative scalar multiple of the other. In spherical geometry, only orthogonal transformations are allowed and
two matrices capture the same transformation if one is a strictly positive multiple of the other. In projective
geometry, an arbitrary transformation is allowed and two matrices capture the same transformation if one
is a positive or negative scalar multiple of the other. Finally, in oriented projective geometry, an arbitrary
transformation is also allowed, but two matrices capture the same transformation iff one is a strictly positive
scalar multiple of the other.

E3 P 3 P 3 P 3 P 3 E3 E2M V P −w+w −z

Figure 2: A refined drawing of the graph-
ics pipeline shows data members along
with their types.

Rather than stressing the functions in the pipeline, it is help-
ful for the current presentation to stress instead the type of the
data passing in the pipeline at each stage, as illustrated in Fig-
ure 2. Specifying also the type of each transformation matrix
becomes unnecessary: A function from the projective space P3

to the projective space P3 is evidently a 4× 4 projective trans-
formation.

The projective mapping functions are classical: Passing from Euclidean space to projective space is
indicated here using +w to suggest that the operation is done algebraically by appending w = 1 to the
Euclidean coordinates: (x, y, z)T becomes (x, y, z, 1)T.

The modeling, viewing, projection, and perspective divide functions continue to be indicated using M ,
V , P , and −w, respectively. A final stage discards the depth z from a point in Euclidean 3-space to map to
a point in the Euclidean plane, itself the abstraction of a raster display device. In practice, visibility needs
to be performed before z is discarded, and rasterization is also needed to map polygons from the continuous
E 2(R) to the discrete E 2(N). A point in E 2(R) has coordinates x, y ∈ R whereas a point in E 2(N) has
coordinates x, y ∈ N—a pixel.

Relying on projective geometry is so far perfectly sensible, but we need to perform clipping.
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3 Clipping in Euclidean Space

A student enrolled in a geometry course in a math department and in a computer graphics course in a com-
puter science department would have difficulty reconciling the properties of projective geometry discussed
in the two courses. We need a new story to tell such students to close the gap and to affirm that halfspace
intersection, or clipping, in computer graphics is a sensible operation.

In a nontrivial computer model of a 3D scene, the scene will surround the viewer and clipping becomes
necessary:

A′

C′

Im
age

C′A

B

C

O

Input

Figure 3: Any point lying on the dotted
line, which is parallel to the image plane,
projects to a point at infinity. In projec-
tive geometry there is only one such point
at infinity; the two points labeled C ′ are
considered a single point.

• Performing all functions of the graphics pipeline on scene
polygons that will not appear in the final image because they
lie outside the view frustum is wasteful. Such polygons should
be discarded as early as possible. Also, polygons that lie partly
inside the view frustum need to be clipped and only the portions
inside the frustum should be processed.
• Projecting a point A seen by an observer O consists of deter-
mining the intersection of the line OA with the image plane. If
we project a point C, where OC is parallel to the image plane
(as shown in Figure 3), the projection point C ′ lies at infinity.
Such a point must be discarded before returning from the projec-
tive 3-space to the Euclidean 3-space. The former can capture a
point at infinity using w = 0, but the latter cannot.
• Because the image plane is single-sided in projective geome-
try, a point B behind the observer also projects to A′. Objects
lying behind the observer should be discarded. A virtual camera
models either the corresponding physical device or our viewing
system. Neither sees simultaneously in two directions.

But where in the graphics pipeline should clipping be per-
formed? The six planes (near, far, left, right, top, and bottom) of the view frustum can be determined as
planes in Euclidean space. A polygon would then be clipped six times consecutively in Euclidean space.
Clipping is sensible because a plane divides Euclidean space into a positive set and a negative set of points.
Applying an arbitrary (affine) transformation in Euclidean space is unable to modify this separation; if two
points lie on opposite sides of a separation plane, they will continue to be separated by that plane after any
(nonsingular) affine transformation.

Yet performing clipping in Euclidean space and before passing to (oriented) projective space, as illus-
trated in Figure 4, would be inefficient since determining the side on which a point lies requires three floating
point multiplications and three additions (followed by a bit test).

Could we perhaps wait and perform clipping in Euclidean space after we are back from projective space,
as shown in Figure 5?

At that stage in the pipeline the observer has been mapped to a point at infinity and the plane passing by

E3 P 3 P 3 P 3 P 3 E3 E2M V P −wclip −z
E3 +w

Figure 4: Clipping may be performed as a function
from E3 to E3 early in the graphics pipeline.

E3 P 3 P 3 P 3 P 3 E3 E2M V P −w clip −z
E3+w

Figure 5: Clipping may also be performed late in
the graphics pipeline, still as a function from E3 to
E3.
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the observer and parallel to the view plane has been mapped to the plane at infinity, which we can imagine
as an infinitely large sphere. Whereas we could hope to find a separator between points lying in front and
behind the observer prior to collapsing the front and the back sides of oriented projective geometry, it is
impossible to find a separator after we are back in Euclidean space.

The inconsistency is also evident when we consider the point to which the viewer is mapped. The
perspective transformation maps the viewer to a point at infinity, but in projective geometry there is only
one ideal point on each line, which would seem to suggest that the viewer has been moved to an ideal point
that lies simultaneously on either limit point of a line—hence our inability to distinguish the objects lying in
front from those lying behind the viewer. Oriented projective geometry resolves this problem by declaring
that a line has two ideal points.

4 Lack of Sidedness in Projective Geometry

Projective geometry lacks the essential feature of Euclidean geometry that makes it possible to split space
into two parts. Take a line out of the Euclidean plane and one is left with two sides; a traveler can never
reach one side from the other without crossing the line. But take a line out of the projective plane and what
remains is only one side. It is not necessary to cross the line to go from one side to the other; it is enough to
travel to infinity and back!

This distinction, separability, between Euclidean and projective geometries holds in any dimension. Re-
moving a hyperplane from projective space of dimension n leaves a single connected component. Removing
a hyperplane from the Euclidean n-dimensional space results in two disjoint components.

The lack of separability can already be observed in one dimension when comparing the projective line
P1 with the Euclidean line E 1. The Euclidean line consists of a set of points from−∞ to +∞, not including
either of the two infinities. As illustrated in Figure 6, a point P1 in E 1 at the coordinate (x) splits E 1 into a
positive half P+

1 and a negative half P−
1 . Points with the coordinate less than x are in the negative half and

points with the coordinate greater than x are in the positive half.
The properties of projective geometry can be discussed using either the synthetic [7] or the algebraic [22]

view. In the former, one starts with axioms and never uses coordinates. In the latter, one manipulates
homogeneous coordinates. Algebraic projective geometry is significantly closer to the heart of a computer
scientist than synthetic projective geometry since homogeneous coordinates are in any case needed to do
computation. Historically, synthetic projective geometry was developed by Jean-Victor Poncelet during the
time he spent as a war prisoner in Russia following Napoleon’s failed 1812 campaign [1, 6]. Homogeneous

P1P2 P3

P+
1P−1

Figure 6: A point P1 in the Euclidean line E 1 splits
the line to two parts: the negative halfline P−

1 and
the positive halfline P+

1 .

x

w
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nfi
ni

ty

P1

Figure 7: Embedding the projective line in the Eu-
clidean plane makes it possible to assign homoge-
neous coordinates to points on the projective line.
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coordinates, on the other hand, were independently and nearly simultaneously discovered four times by
Etienne Bobillier, Julius Plücker, Karl Wilhelm Feuerbach, and August Ferdinand Möbius in the years
1827–1829 [6] (with Möbius possibly having precedence: his earliest known notes on barycentric calculus
date from 1818 [9, p. 49]).

As illustrated in Figure 7, a point in the projective line can be captured using two coordinates x and w.
Two constraints must be imposed. First, x and w cannot be simultaneously zero, and second, two points
P1(x1, w1) and P2(x2, w2) are one and the same iff the coordinates of one point are a positive or negative
multiple of the coordinates of the other. Crucially, the same constraint on transformation matrix equivalence
carries over: the factor for point coordinates also may be positive or negative—this is the only distinction
between projective geometry and oriented projective geometry.

Figure 7 also shows how the mapping of homogeneous coordinates to points on the projective line is
performed. The dark-shaded points are points in the Euclidean plane, and the coordinates of any of these
points is suitable to capture one projective point.

There is a subtle distinction between saying that a point is in the Euclidean plane and saying that it
is on that plane. In the first case, we are contemplating the intrinsic plane [19]: The point models a two-
dimensional creature that is unable to comprehend anything beyond that space. If we say instead that a point
is on a plane, we are thinking of the extrinsic plane: The plane is embedded in, say, a three-dimensional
space, and is merely restricted in its motion to that plane.

Two points in the oriented projective line are identical iff the coordinates of one point are a positive
multiples of the coordinates of the other [23]. Computationally, testing whether two points are equal is only
slightly more difficult in oriented projective geometry. In projective geometry, henceforth PG, one checks
whether ∣∣∣∣ x1 x2

w1 w2

∣∣∣∣ = 0,

or whether, for any dimension, the matrix has rank 2. In oriented projective geometry, OPG, one makes the
exact same test, but also confirms whether[

x1

w1

]
·
[

x2

w2

]
> 0,

or whether, in general, the inner product of the two vectors is positive.
Now consider the two points

P1(x1, w1) and P2(x2, w2)

in Figure 8. Because P1 may just as well be represented using the tuple (−x1,−w1), an attempt to claim
that P2 > P1 is doomed to fail; P1 > P2 would hold if one uses the alternative pair of coordinates for P1.

Figure 8 also suggests the difficulty encountered if one attempts to claim that a projective segment is
defined by the tuple P1P2. Since one can move the coordinates of P1 to the opposite pair of coordinates at
will, which of the two potential segments (shown in two shades) is intended will remain ambiguous.

The projective line can also be represented using the two-tone straight line shown in Figure 9. To
normalize the coordinates of a point, a fundamental operation in computer graphics, is to find a set of
coordinates such that w = 1, which simply requires replacing (x,w) by (x/w, 1) if w 6= 0 and using the
coordinates (1, 0) if w = 0.

The point at infinity of the projective line is indicated using an ’x’; there is only one such point. The
elegance of projective geometry (compared to Euclidean geometry) stems in large part from the simplicity
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x

w
P1

P2

P2

P1

Figure 8: In the circular model of the projective line,
antipodal points are identified.

P1 P2

P1

Figure 9: In the linear model of the projective line,
points map to their projection on the line.

of defining intersections. Two distinct lines in the projective plane always intersect at precisely one point. If
the two lines are parallel, that point is simply a point at infinity.

The two potential segments that could be intended by P1P2 are also shown in two shades of gray in
Figure 9. Because one can freely change the sign of the coordinates of a point in projective geometry (but
simultaneously), there is no way to state whether the segment P1P2 includes a point at infinity. The segment
that does not include the point at infinity is termed the internal segment, and the segment that does is termed
the external segment [4].

Finally, Figure 10 illustrates that “points” and “segments” can represent whatever we wish them to
be. We ultimately have the classical meaning in mind, but since two points are equal iff x1 = kx2 and
w1 = kw2, for k 6= 0, we can just as easily refer to a line passing by the origin as a “point”. If one line, say
l1, is removed, we would not be able to determine the side of l1 on which l2 lies—l2 seems to lie on both
sides of l1 because l1 has only one side. The impact in a program is that one cannot implement a comparison
function (predicate) to sort a pair of points in the projective line. Clipping requires such an order.

l1 l2

Figure 10: The set of lines passing by the origin are
in 1–1 correspondence with the set of points on the
projective line.

x

w
P1

P2

P2

P1

Figure 11: Attempting to clip a segment P1P2 in
P 1 means that we would discard “both” sides of the
clipping line.

But suppose we insist and attempt regardless to perform clipping in the projective line P 1. In Figure 11
the clipping halfspace is indicated using a shaded region, and the clipping line—the boundary of the clipping
region—is indicated using a dotted line. It makes no sense to claim that we are discarding the lighter-shaded
part of the segment P1P2 and keeping the darker-shaded part. Each of the two parts of the segment lies
simultaneously on both sides of the clipping line because the clipping line has only one side.
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B

A′

A
a

Figure 12: Hilbert’s illustration
for his Theorem 5 [15]

Thus, the characterization that makes it possible to perform clipping
in a given geometry is the following. A geometry is termed separable if
removing an arbitrary hyperplane leaves two disjoint point sets. Clipping
is sensible only in separable geometries.

The following is how Hilbert described the same notion for Euclidean
geometry [15, Theorem 5]. We also quote his illustration in Fig. 12.

“Every straight line a, which lies in a plane α, divides the
remaining points of this plane into two regions having the
following properties: Every point A of the one region determines with each point B of the other
region a segment AB containing a point of the straight line a. On the other hand, any two
points A, A′ of the same region determine a segment AA′ containing no point of a.”

5 The View Plane in Oriented Projective Geometry

Even though 20 years will soon have passed since Stolfi described oriented projective geometry [23], OPG
has received virtually no acceptance in computer graphics and has rarely been discussed in computer vi-
sion [18, 12, 13]. Yet its ideas are entirely natural and, more importantly, OPG makes it possible to explain

D
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E
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E′

A′

B
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age

Input

Figure 13: The projective geometry
model does not make it possible to distin-
guish between images that result from the
projection of objects in front of the viewer
from those resulting from objects behind
the observer. The image plane is single-
sided.

how clipping is performed in the graphics pipeline on unassail-
able grounds. The alternative, that significance is added to the
sign of w just long enough to perform a mysterious clipping
operation, is neither necessary nor desirable.

The central operation of either PG or OPG is projection.
Consider, as shown in Figure 13, projecting the points A and D
as well as the segment AD through the location of an observer
to A′ and D′ on a view plane. The observer is rendered using
an omni-viewing eye intended to suggest that it can simultane-
ously see in all directions. If both A and D lie on the same
side of a plane parallel to the view plane and passing by the
observer, nothing significant could be said about the difference
between PG and OPG. In Poncelet’s dimly lit jail cell, a can-
dle and the shadows cast by different objects may indeed have
been the source of his inspiration—he had no way of casting the
shadow of an object by positioning the candle between the ob-
ject and its shadow. Of course in computing this is just a detail.

Suppose then that A and D lie on opposite sides of a plane
parallel to the view plane and passing by the observer. The pro-
jective geometry model states only that there is one point C
along AD that projects to a point at infinity C ′ (see Figure 13).
C ′ appears to consist of two points, but these two points are the
same point—just as two parallel lines in the two-dimensional projective plane P 2 meet at a single point.

In the oriented projective geometry model, shown in Figure 14, the projection plane consists of two
infinitesimally separated view planes. Point A projects to point A′, which lies on the front side of the view
plane, whereas point D projects to D′, which lies on the back side of the view plane. Point C also projects
to just one point C ′. That one point is shared between the front and the back sides.
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A
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Figure 14: In the oriented projective geometry
model we declare that the image plane consists of
two infinitesimally separated images—a front side
and a back side. Objects in front of the observer
project on the front side, and objects behind the ob-
server project on the back side of the image plane.
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Figure 15: To maintain the one-to-one mapping
of points obtained in projective geometry, we de-
clare the world as well to be double-sided. When
we choose to append +1 to the coordinates of a
point, we are mapping the (input) Euclidean points
to points on the front side of the world.

The elegance of the projective geometry model is that it provides a one-to-one mapping between points
on the input plane and points on the view plane. As illustrated in Figure 15, we continue to have that
elegance in oriented projective geometry; there is a one-to-one mapping between points on the double-sided
input plane and points on the double-sided view plane. For that objective, the input geometry is also modeled
as lying in a double-sided input plane. Yet we do not normally encounter the “back side of the world” when
doing computer graphics. We always insert w = +1 to go from Euclidean to oriented projective space; we
never explicitly insert w = −1.

6 The Graphics Pipeline Through Oriented Projective Geometry

We revisit the stage at which to apply clipping in the graphics pipeline. We are unable to perform clipping in
the projective 3-space P3 because it lacks separability, so we discard projective geometry and adopt oriented
projective geometry. The graphics pipeline is based on a passage from the Euclidean to oriented projective
3-space T 3 and back to E 3. It is no longer possible to flip the signs of the coordinates of a point in T 3: the
two points (x, y, z, w)T and (−x,−y,−z,−w)T are distinct [23].

In this context, the main difference between PG and OPG, which results from recovering separability, is
that OPG permits not just plane–line and plane–point intersection (as well as incidence) operations, which
are perfectly reasonable in PG, but also makes it possible to perform clipping operations, which require
sidedness tests. In PG it is only possible to say whether a given point lies on a hyperplane. In OPG it
is also possible to say whether a point lies on a hyperplane, but if it is not, it is possible to specify the
side of the hyperplane on which it lies. Evidently, flipping the coordinates of a point—an operation that
can be performed in PG while continuing to represent the same point—would result in a different answer
in PG, contradicting that the same point continues to be captured. If a plane π in T 3 is described using
(X, Y, Z,W ) and a point P is described using (x, y, z, w)T, the point lies on the positive side of the plane
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if and only if
π · P > 0 =⇒ Xx + Y y + Zz + Ww > 0.

In oriented projective space T 3, the two points

(x, y, z, w)T and (−x,−y,−z,−w)T

either lie on the opposite sides of the plane (X, Y, Z,W ) or the plane simultaneously passes by both points.
It is no longer possible to change the sign of a point since doing so represents a different point. Likewise,
as illustrated in Figure 16, (X, Y, Z,W ) and (−X,−Y,−Z,−W ) represent two oriented projective planes.
The two planes coincide, but have opposite orientations.

6.1 Clipping Efficiency

(X, Y, Z, W )

(−X,−Y,−Z,−W )

Figure 16: (X, Y, Z,W ) and
(−X,−Y,−Z,−W ) represent two
distinct planes. Their zero-sets are
identical, but they have opposite
positive and negative point sets.

If coordinates are represented using homogeneous coordinates in
the Euclidean space, E3, determining the side of a plane on which
a point lies would be as expensive in Euclidean as in oriented
projective space—a 4-vector inner product. Four multiplications
and three additions (in addition to a bit test) determine the side
of the clipping plane on which a point lies. The many advantages
of the use of homogeneous coordinates in E3 (precision, use of
hardware acceleration, expression for translation) preclude using
Cartesian coordinates—even if doing so saves one multiplication.

We next use the small, but crucial, classical optimization. We
design the oriented projection transformation matrix P in the ori-
ented projective space T 3 such that the view frustum (bounded by
six planes) maps to a box defined by x ∈ [−1, 1]; y ∈ [−1, 1]; z ∈
[−1, 1]. Determining the sidedness of a point with respect to one of these six oriented projective planes
requires only one floating point addition and a sign test, but no floating point multiplications [2, 16]. A sign
(Boolean) test is sufficient, and it is not necessary to distinguish the case of the coincidence of a point with
a clipping plane because coincident point are assumed to lie inside the clipping volume. As illustrated in
Figure 17, we can now insert clipping as a function from the oriented projective space T 3 to the oriented
projective space T 3.

E3 T 3 E3 E2V P −wclip −z+w
T 3 T 3 T 3M

T 3

Figure 17: T 3 is the only sensible type for the
projective datatypes in the refined graphics pipe-
line. The sidedness of T 3 makes it possible to
talk sensibly about clipping as a function from
T 3 to T 3.

Another difference between the traditional drawing
of the classical graphics pipeline and the pipeline shown
in Figure 17 is that the latter explicitly shows the Eu-
clidean stages, which is in turn afforded by abandoning
typelessness and illustrating the pipeline as data-centric.
The first stage, appending a +1 to move from Euclidean
to (oriented) projective space is normally either done im-
plicitly by the graphics API, or it is added explicitly by
the programmer. Likewise, even though z is illustrated
as being discarded in the last stage of the pipeline, the z-buffer is never actually explicitly discarded but is
most often merely ignored once it has been used to compute visibility.
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no clipping
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Figure 18: The first row shows an observer approaching a regular twelve-sided prism. The second row
shows the images generated if no clipping is performed. The third to fifth rows show the view seen by
the observer after x-only clipping, after x- and y-clipping, and after x-, y-, and z-clipping. To distinguish
between the different projection lines, we break the symmetry and offset the viewer slightly off the z axis.

6.2 Example of Incremental Clipping in Oriented Projective Space

Now consider a viewer approaching a regular twelve-sided prism. Six stages are illustrated in Figure 18.
The viewer is outside the prism and the view frustum does not intersect the prism in the first step. In the
second and third steps, the viewer is still outside the prism, but the prism no longer completely fits inside
the view frustum. (The same view frustum is maintained throughout.) In the fourth step, the viewer begins
to cross one side of the prism. Four vertices of the prism now project to points at infinity. If a viewer pierces
the center of a rectangle, the four points project to four points at infinity in the oriented projective model. In
the projective geometry model, the four vertices would project to only two points at infinity. We choose in
this case to make the images somewhat more interesting by breaking the symmetry and offsetting the viewer
slightly away from the z-axis.
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The second row of images in Figure 18 shows the outcome without clipping. (Notice that there is indeed
a second necessary clipping step just outside the view frustum.) We look more closely at these (second-row)
images. The first four images are all reasonable. Yet the fifth and sixth images are unusual. Why did we
obtain the diagonal lines?

Are the diagonal lines perhaps the projection of objects behind the observer (we have not yet performed
z-clipping)? That is not the case. Objects behind the observer are indeed flipped upside-down and left-
to-right when they project on the back side of the view plane, but a rectangle still projects to a simple
quadrangle; the four sides will not intersect. The diagonal lines are produced instead by the lines that
straddle the view plane. They have been generated by a drawing routine operating in the Euclidean (view)
plane not knowing that it ought to draw external segments (those including a point at infinity) rather than
internal segments [4]. A routine based on Euclidean geometry could not tell that it should draw A′C ′ on the
front side and C ′D′ on the back side in Figure 14. It just draws A′D′.

The third row in Figure 18 shows the result of performing clipping along the x-axis only. In the fifth and
sixth images, the lines behind the viewer have already been discarded. This is to be expected. Near-plane
clipping (along the z-axis) will not have a chance to discard objects behind the viewer because such objects
lie behind at least one of the x-axis clipping planes. To see this, consider a sphere centered at the viewer.
The two sides of the view plane correspond to the two hemispheres. Clipping using the first two planes
already discards objects that would project on the back hemisphere.

The fourth row in Figure 18 shows the result after clipping in both the x- and the y-directions. The extra
lines in the vertical direction (in, say, the third image) have now been discarded.

Finally, the last row in Figure 18 shows the result of clipping in the z-direction as well. These two
clipping steps are needed to discard any eventual objects lying too close or too far from the viewer, but
objects behind the viewer have already been discarded—if we choose to perform either x- or y-clipping
before z-clipping.

After performing all six-plane clippings we are displaying only those portions of the image that project
on the front side of the view plane. Yet our “film” is now double-sided. If we wish, we can display the
image projected on the front side alone, the one projected on the back side alone, or superimpose the two
images. The usual caution applies. Points arbitrarily close to the observer project to points arbitrarily far
(increasingly close to points at infinity) and should be discarded before a Euclidean-based display routine
receives them.

7 Conclusion

The computer graphics instructor is in a predicament. Teach the students enough about the (well-established
and rigorously defined) art of projective geometry and the pesky question (“Excuse me, but did you not say
that a projective plane has only one side? How could you now use it to determine sidedness?”) is certain to
arise. Another question (“You suggested last week that a segment is not a projective notion yet you are now
using it to determine whether a segment straddles a plane. What am I missing?”) is equally awkward to
address in the context of projective geometry. The modifications needed to ensure one is working in oriented
projective space are minor—no longer can the signs of coordinates be flipped, for instance. The equality
functions (predicates) also need to be modified to make distinct tests possible. One may wish to determine
whether two points are equal, but one may also wish to determine whether two points are unequal, yet are
the opposite points of the front and back sides of an oriented projective space. This last test would not
distinguish between the two sides of a view plane and would fall back to exactly that provided by projective
geometry.
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Moving from a double-sided projection plane (Figure 15) to the traditional single-sided projection plane
(Figure 13) can be easily effected by fusing the two sides. It is perfectly possible to produce synthetic
imagery on a single-sided plane, but because it lacks separability (§ 4), clipping cannot be performed, and a
single-sided projection plane is an inadequate model for computer graphics.
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